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Abstract 
The author presents a system for speech synthesis that selects 
and concatenates speech segments (units) of various size from 
an adequately prepared audio-visual speech database. The 
audio and the video track of selected segments are used 
together in concatenation to preserve audio-visual correlations. 
The input text is converted into a target phone chain and the 
database is searched for appropriate segments representing 
sub-chains of at least two phones that can be concatenated to 
the target utterance. The final segment sequence is selected 
from the possible segment sequences by a weighted sum of 
concatenation criteria for the audio and the video join. The 
weights of these audio and video join costs can be used to 
trade off between fluency in the audio and the video channel 
of the synthesized speech. The output shows the input text 
audio-visually spoken where the audio and the video track are 
reasonably fluent, synchronous, and intelligible. 

1. Introduction 
Concatenative synthesis recombines pre-recorded speech 
segments to new utterances. It is the most common way of 
generating speech output by machines if not every possible 
utterance is known in advance and hence can not be pre-
recorded as a whole. Some (mainly diphone based) systems, 
e.g. Mbrola [6] and TD-Psola [12] use speech databases where 
many prosodic properties – like fundamental frequency and 
duration – are normalized. These properties then must be 
generated and added to the speech output by signal processing 
techniques. This may result in rather unnatural speech as on 
the one hand the automatic generation of natural sounding 
prosody is not fully solved and on the other hand the signal 
processing adds artifacts to the speech. Other (unit selection) 
systems, e.g. Festival multisyn [4], select and concatenate 
speech segments from a database without (or with hardly) 
modifying them. This technique has the potential to generate 
synthetic speech with natural sounding prosody without 
artifacts. The corresponding kind of systems for the synthesis 
of visual speech are concatenating segments of pre-recorded 
video sequences to new utterances [3][5]. Mostly a lot image 
processing is done for rotating the head, merging the face from 
different parts, time stretching and compressing, and so on. 
Whereas audio speech synthesizers are often used without a 
speech visualization, visual speech synthesis is commonly 
used additionally to audible speech. But the audio and the 
video output of audio-visual synthesis systems are always 
generated separately. In case of natural speech production the 
physiological process of speaking becomes audible and 
visible. Hence, these channels of information are assured to be 
coherent. Synthesizing audible and visible speech separately 

implies the risk of incongruent information. The present paper 
describes a unit selection system for jointly synthesizing 
audio-visual speech. 

2. Audio-visual speech database 
Building a speech database for synthesis is not a trivial task 
[14]. For unit selection synthesis increasing size of the 
database usually leads to better synthesis results but the 
processing speed slows down. 

2.1. Text corpus 

The audio-visual speech database from which segments are to 
be recombined to new utterances should be composed of 
naturally uttered correct phrases consisting of existing words. 
To accelerate the search on the database it should contain a 
high number of diphones at a moderate total number of 
phones.  

A text corpus (Corpus Porcus, [7]) was created from 
scratch. Its phonetic transcription contains 2087 phones in 
total and 821 different diphones composed of 40 German 
phonemes – the consonants {p, b, t, d, k, , f, v, s, z, , , j, 
x, , h, m, n, , l}, the vowels {a , , e , , , i , , o , , u , 
, ø , œ, y , , , }, and the diphthongs { , , } (as the 

acoustic combination of two vowels does not lead to natural 
sounding diphthongs) – and the pause {_}. Automatic 
phonetic transcripts of the Corpus Porcus and some other 
corpora have been phonetically analyzed. Besides the number 
of phones in total and different diphones in table 1 the most 
frequent diphones that contribute 50% to the total amount of 
diphones are counted and displayed. The Corpus Porcus 
covers more than half of the possible diphones including the 
most frequent ones at a very small corpus size. This “phonetic 
density” is reflected in the highest amount of most frequent 
diphones as well as in the highest value of mean information 
per diphone. The duration of the text when spoken at 
moderate speech rate (ca. 10 phones per second without 
pauses) is less than four minutes. 

2.2. Database preparation 

The text corpus was spoken by a semi-professional native 
German speaker. The utterances were recorded audio-visually 
by a Sony MiniDV camera with external high quality 
microphone at a video resolution of 720·572 pixels and 25 
frames per second and an audio resolution of 48 kHz and 16 
bit mono. The audio track converted to raw audio; the video 
frames were extracted as bitmap image files from the 
recordings. The speaker uttered the text nearly like the 
automatic phonetic transcription. Remaining differences in
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Table 1: Phonetic analyses of some text corpora. The most frequent diphones denote the minimum amount of different 
diphones that cover 50% of all occurring diphones which correlates here with the average information per diphone (r = 
.93). The “Word list for mbrola voice de4” contains German diphones each in a carrier word whereby some diphones occur 
nearly in every word. The last row shows the theoretical maximum for the used set of 40 phonemes plus pause (see text) 
where every phoneme may be combined with every other phoneme (neglecting combinations that are impossible due to 
phonotactic constraints). 

pronunciation were manually corrected in the transcript. The 
actual transcript showed the same number of different 
diphones as the automatic transcript. The phones were time 
aligned manually to the audio track. The fundamental 
frequency (F0) course was determined with the speech 
analysis software praat [2]. The phone labels, their durations, 
the F0 values, the audio track, and the video frames were 
stored in separate files and summarized by a database 
description file. 

3. Unit selection and concatenation 

3.1. Splitting the text to be spoken 

Plain Text serves as system input. The text is converted to a 
phone chain by txt2pho, the high level part of the German 
speech synthesizer HADIFIX [13]. Initial and final pauses are 
added if not present. This target phone chain is split at 
intermediate phones into all possible sequences of chunks 
(sub-chains) where the chunks may vary in length from a 
diphone to the whole target phone chain. See table 2 for an 
example. For a target phone chain of N phones this results in 
2N-2 possible sequences of chunks as the target phone chain 
may either be split or not at every phone except the initial and 
the final pauses. 
 

Target chunk sequence 
1 2 3 4 

Number 
of chunks 

Binary 
splitting mask

_ b a: n _    1 000 
_ b a: n  n _   2 001 
_ b a: a: n _   2 010 
_ b    b a: n _   2 100 
_ b a:    a: n n _  3 011 
_ b   b a: n   n _  3 101 
_ b   b a:   a: n _  3 110 
_ b   b a:   a: n   n _ 4 111 

Table 2: Possible chunk sequences for the target 
phone chain /ba:n/ with added initial and final 
pauses. The binary splitting mask indicates at which 
intermediate phone the target phone chain is split into 
sub-chains (0 = no split, 1 = split).  

3.2. Finding adequate chunk sequences in the database 

The database is searched for every chunk of a possible chunk 
sequence, that is representing the target phone chain (target 
chunk sequence). In case a chunk is found more than once in 
the database the target chunk sequence is replicated. If one 
chunk of a sequence is not found in the database the whole 
target chunk sequence is dropped. Thus a list is generated 
containing all appropriate combinations of chunks found in 
the database (source chunk sequences) that are representing 
the target chunk sequence. Due to the limited coverage of the 
corpus it may be the case that no appropriate source chunk 
sequence is found. Then the search is repeated with one 
phone different from the target phone is accepted at a cutting 
edge (where a concatenation of two chunks take place). Thus 
only half a phone differs from the target sequence. An ad hoc 
similarity criterion is used to decrease the artifacts: phone 
replacements inside the place of articulation are preferred. 

Due to the 2N-2 target chunk sequences the computational 
effort of the search has an upper limit of O(2n). So the effort 
increases dramatically with longer target utterances. To avoid 
this the target phone chain is split into fragments of variable 
maximum length. Target chunk sequences for these fragments 
are generated separately. The maximum length can be set 
manually (e.g. to 12 phones) or be decreased automatically 
when the number of source chunk sequences for this fragment 
exceeds a predefined value (e.g. 10,000 sequences). The 
former shortens the search on the database for the phonetic 
target and the subsequent processing, the latter only limits the 
computational effort for finding the best of the source chunk 
sequences. This procedure reduces the upper limit of the 
computational effort to O(n).One can presume that less 
transitions between chunks (and hence longer chunks in 
general) lead to better quality of the synthesized speech 
output. Therefore, the target chunk sequences are sorted by 
the number of chunks before being processed and the search 
on the database is constrained: If at least one source chunk 
sequence is found then the search is continued for target 
chunk sequences with the same number of chunks but aborted 
for target chunk sequences with higher number of chunks. 

Text   phones different 
diphones 

most frequent 
diphones (=50%) 

mean information 
(bit/diphone) 

Corpus Porcus [7] 2087 821 125.6 9.0 
Der kleine Hey [9] 10151 799 104.7 8.7 
Buddenbrooks (section) [11] 64339 957 85.4 8.6 
Newspaper Tagesspiegel (31.08.2005) 2237 508 79.2 8.3 
Newspaper Spiegel-online (31.08.2005) 2486 502 78.9 8.3 
Sotschek sentences [15] 596 293 43.8 7.8 
Nordwind und Sonne [10] 507 214 64.5 7.3 
Word list for mbrola voice de4 (University Stuttgart) 19965 1363 5.7 6.0 
Theoretical maximum  1640 820 10.8 
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3.3. Joint join cost 

The concatenation of two source chunks (i.e. parts of the 
audio-visual material) that are not associated in the same way 
in the database might lead to a discontinuity or a break in the 
audio-visual output. Two criteria are implemented as join 
costs – one for the audio merge and one for the video merge. 
They are weighted and added to the joint join cost. 

The audio join cost calculates the percentual difference of 
the F0 values of the two chunks to be concatenated at the 
cutting edge which is in the centers of the final phone of one 
chunk and the initial phone of the chunk to be appended, 
respectively. The F0 values for the two chunks are each 
linearly interpolated from the last preceding and the first 
following F0 value present in the database. So the time at 
which the F0 values are measured is taken into account and 
even in voiceless segments plausible F0 values are used (and 
F0 jumps in voiceless segments are avoided). 

The video join cost takes the video frames of the two 
chunks to be concatenated at the cutting edge. It accumulates 
the absolute differences of the color values of each pixel of 
the two images. This leads to low values if the head posture is 
similar and to high values if the head has moved. Lip shape 
varieties have moderate influence to the video join cost. To 
speed up the processing only every k-th line and column is 
used for the calculation. With a compensative weighting 
factor of k2 and k ≤ 12 (at 720·576 pixels) the resulting join 
cost values are very similar to those obtained with k = 1. 

The audio and video join costs as acoustic and optic 
difference criteria are uncorrelated for the described database, 
except for three of 40 phonemes plus pause (weak correlation: 
.3 < r <.4) which might indicate that the head is moving partly 
together with F0. Source chunks that potentially span two 
fragments (see section 3.2.) and hence are unnecessarily split 
have a joint join cost of 0 and therefore can be remerged 
without any loss (even though some better chunk sequences 
might be lost by the fragmentation).  

As the calculation of the video join cost takes a lot of 
processing time the join costs of the source chunk sequences 
are determined stepwise. The join cost of the preliminary best 
(cheapest) sequence for concatenating the next chunk is 
calculated and added to the total join cost of the sequence. 
Then the sequence with the lowest total join cost is developed 
one step further, and so on. The calculation is terminated 
when one source chunk sequence is completely processed and 
still the best. All calculated join costs are stored for reuse. So 
the synthesis speed increases with further use of the system. 

3.4. Concatenation 

The audio segments of the selected source chunks are 
appended overlapping with a cross-fade of 8 ms to avoid 

clicks. The video frames of the selected source chunks are 
copied where attention has to be paid to the synchrony. When 
the attachment of the first frame of the chunk to be appended 
would result in a video lag of more than half of the frame 
duration one frame is dropped and the video leads less than 
half of the frame duration. So the audio-visual synchrony at 
25 fps is at most ±1/2·fps = ±20 ms. As humans are more 
sensitive to video lag than to video lead [8] an asymmetric 
video lead/lag which better fits perceptual properties is also 
implemented. The selected frames are then converted into a 
movie and the merged audio is dubbed. Figure 1 shows the 
frame sequence generated for the input “Hallo Welt”. 

4. Evaluation  
4.1. Items 

As initial and final positions seldom occur in fluent speech 
consonant-vowel combinations were embedded in medial 
positions in nonsense words. A limited number of items 
should be tested that lead to a test of reasonable duration. 
Furthermore the response alternatives should be the same for 
all items and follow a simple scheme that can be easily learned 
by subjects. The 30 items of the form / CVC / built from the 
consonants C∈{d, f, v, , m, l} and the vowels V∈{ , e , 
, i , } were selected (e.g. / d d /). These consonants and 

vowels are chosen with respect to the CV and VC 
combinations in the aforementioned section of [11]. The 
chosen consonants and vowels lead to the highest possible 
coverage (26%) of all occurring CV and VC combinations 
with the usage of eleven phones.  

4.2. Stimuli 
The items were synthesized by the system. In order to be 

able to compare the system’s intelligibility to the 
intelligibility of natural speech the test items were uttered by 
the same speaker with the same recording setup at about the 
same speech rate like for the recordings of the database. 

Figure 2 shows still images from the synthetic and the 
natural stimuli. Stimuli in the conditions audio only, video 
only, and audio-visual were prepared from both the synthetic 
generated and the natural uttered items. Noise with frequency 
spectrum approximated to speech was added to all of the 
stimuli. 

4.3. Experimental procedure 
10 volunteers (5 females, 5 males, ages from 21 to 39 years) 
participated in the experiment. The stimuli were tested in a 
forced choice word recognition experiment. The 180 stimuli 
(30 items in 6 conditions) were presented once to every 
participant in a different pseudo- random order. The answer

 
Figure 1: Frame sequence for the input “Hallo Welt”. Vertical lines mark the cutting edges between different chunks. The 
phone sub-chains are /_h/ + /h l/ + /lo / + /o v/ + /v l/ + /lt/ + /t_/. 
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Figure 2: Still images of synthetic (left) and natural 
(right) stimuli. 

screen after each stimulus was always the same: The items 
were presented in orthographic form on buttons where words 
with the same medial consonant were arranged in rows and 
words with the same medial vowel were arranged in columns 
(see figure 3). The procedure and particularly the answer 
scheme were explained in advance. The participants were 
instructed to click on the recognized word or on a word with 
the most probable consonant or vowel but not to think over 
too long. The test had a mean duration of 21 minutes. 

Figure 3: Answer scheme: items in orthographic 
form. Words with the same medial consonant in rows 
and words with the same medial vowel in columns. 

4.4. Results 

Recognition scores were regarded for words (consonant and 
vowel correct), consonants (correct row), and vowels (correct 
column). The recognition scores for the synthetic audio 
(word/consonant/vowel: 24/60/37%) do not differ significant-
ly from those for the natural audio (23/58/36%). 

The synthetic video when added to the synthetic audio 
increases the recognition scores to 36/72/45% which are only 
for consonants slightly significantly (p < .05) below the 
scores achieved with natural audio-visual stimuli (43/81/ 
51%). This partially lack of the synthesis cannot be traced 
back to lower recognition scores of the synthesized video only 
as the synthetic video only recognition scores (12/37/27%) 
are not significantly lower than those achieved with natural 
video only (14/42/29%). 

5. Conclusions and future work 
The presented system demonstrates the possibility to 
synthesize audible and visible speech jointly from an audio-
visual database. The system’s audio, visual, and  audio-visual 
intelligibility of consonant-vowel combinations on word level 
is already near to that of natural utterances. The performance 
of the system in case of missing diphones and consonant 
clusters as well as the naturalness of the output has yet to be  
 

evaluated. The concept of “phonetic density” of corpora 
(section 2.1.) will be applied to the method from Black and 
Lorenzo [1] who semi-automatically create an appropriate 
text corpus by selecting sentences from a great amount of text. 
The audio join cost shall be extended by a spectral difference 
criterion and a target cost for the prosodic property phone 
duration will be introduced. The test stimuli are available and 
the system is online at  http://avspeech.info/Javus/index.html. 
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